Health informatics

Lecture 2: Formalising clinical data and medical knowledge

Medical terminologies, coding and classification systems

Medical coding and classification systems form part of current moves towards implementing a standardised "language for health": a common (computerized) medical language for global use.

Clinical vocabularies, terminologies or coding systems, are structured lists of terms which together with their definitions are designed to describe unambiguously the care and treatment of patients. Comprehensive clinical terminology systems cover diseases, diagnoses, findings, operations, treatments, drugs, administrative items etc., and can be used to support recording and reporting a patient's care at varying levels of detail, whether on paper or, increasingly, via an electronic medical record. They are also needed to help integrate patient data and support interoperability of health information technologies.  

Example: WHO International Classification of Diseases

The ICD is the international standard diagnostic classification for all general epidemiological, many health management purposes and clinical use. These include the analysis of the general health situation of population groups and monitoring of the incidence and prevalence of diseases and other health problems in relation to other variables such as the characteristics and circumstances of the individuals affected, reimbursement, resource allocation, quality and guidelines.

It is used to classify diseases and other health problems recorded on many types of health and vital records including death certificates and health records. In addition to enabling the storage and retrieval of diagnostic information for clinical, epidemiological and quality purposes, these records also provide the basis for the compilation of national mortality and morbidity statistics by WHO Member States.
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Example: Diagnosis related groups

Diagnosis Related Groups (DRG) were developed as a patient classification scheme for relating the type of patients a hospital treats (i.e., its case mix) to the costs incurred by the hospital. All patients are unique but groups of patients have common demographic, diagnostic and therapeutic attributes that determine their resource needs. 

DRGs are a limited, clinically coherent set of patient classes that relate a hospital's case mix to the resource demands and associated costs experienced by the hospital. In the US private healthcare system all discharged patients were classified into a DRG based on the principal diagnosis, secondary diagnoses, surgical procedures, age, sex, and discharge status  

Example: SNOMED (Standardised Nomenclature of Medicine) 

SNOMED is a coding system devised by the College of American Pathologists. It's extremely good for coding the sort of information pathologists use - anatomical sites, clinical diagnoses, surgical procedures, causative agents and so on. 
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   Tuberculosis

  Bacterial infections

   E = Infections or parasitic diseases 

D = Disease or diagnosis

X-ref e.g. living organism, morphology, function

SNOMED is very versatile, but also complicated, so a simplified implementation is often used. For example pathologists often use SNOMED codes in pairs; one to define an anatomical site, the other some abnormality at that site. For example, to find specimens showing tuberculosis in the lung, you would select "lung" as site and "tuberculosis" as abnormality. SNOMED is also hierarchical; as well as a code for "lung", there's a code for "left lung" and "right lung", but also "upper lobe left lung", lower lobe right lung", and so on.  

Issues

Problems with coding systems (Coiera)

· Terms are subjective

· Vague, fuzzy

· Context dependent

· Evolve over time

· Computers don’t “understand” them

Problems with coding standards

A large number of coding and classification systems have been developed  

· Widespread adoption has been slow. 

· Current standards tend to compete. 

· Interoperability is a significant problem 

· Existing vocabularies vary in their coverage and completeness. 

· Many classifications overlap. 

· Content, structure, completeness, detail, taxonomy, definitions, clarity vary between existing vocabularies. 

· Mapping between systems not easy

In short

There is no standardised representation of “meaning” for terms and the underlying medical concepts that is consistently used across different coding systems. A single, comprehensive standard medical terminology which would improve the automated flow of clinical information does not exist - though remains a goal for many. 

From data coding to knowledge representation

Clinicians and organizations use different clinical terms that mean the same thing. For example, the terms “heart attack”, “myocardial infarction”, and “MI” may mean the same thing to a cardiologist, but they are all different to a computer. Or they may use the same term but mean different things (e.g. “high” blood pressure can mean different things in different clinical contexts). There is a major need to exchange clinical information consistently between different health care providers, care settings, researchers and IT systems and to use terms appropriately when they can refer to different things.

In recent years a great deal of research in computer science and artificial intelligence has yielded new techniques for formalizing general and specialist knowledge in which the semantics of  the concepts referred to in coding systems and nomenclatures are made explicit and structured in well-defined ways. This provides many benefits, from supporting interoperability between systems that use different coding systems to the much more challenging demands of being able to automatically interpret clinical data for computerised decision-support, treatment planning and so forth. In this section we introduce some of the basic ideas of modern knowledge representation, and then discuss some examples of medical representations which have been influenced by these techniques.

Representing medical knowledge in formal languages

The standard way of talking about knowledge nowadays is to describe it as a collection of expressions in a symbolic language.  Such languages can be based on  natural language but it is necessary to develop a formal structure if we want to design informatics systems that can apply knowledge in such roles as making inferences, solving problems, taking decisions, managing care plans etc in a reliable and principled fashion. 

A good knowledge modelling language is compositional; we build “sentences” in the language out of simpler phrases and sentences according to clear rules. The starting point is the symbol, typically a character string. Strings are easy to represent in computers but by themselves have no meaning.  Meaning is introduced progressively, by defining relationships between symbols using ontological conventions. These conventions allow language designers to define legal relationships that can exist between symbols and sanction the composition of symbolic terms into increasingly complex but machine interpretable expressions in the language. Some of the key ontological conventions are illustrated in the “ontology ladder” below.


The most primitive convention is ontological assignment or classification in which a symbol is assigned to some concept class that it is required to represent. For example, the symbol "epilepsy" can be assigned to the class "disorder of the brain" using the relationship symbol is a, with the latter assigned to the more general class “disorder”. Ontological assignment begins the transformation of meaningless symbols into meaningful concepts that can be the object of useful processing. 

An important benefit of ontological assignment is property inheritance: if the parent class has some property then all the things that are assigned to this class also inherit this property. So if all disorders have a property manifestations (referring to symptoms, signs, test results etc) then brain disorders, digestive disorders and all other subclasses and instances of the “disorders” class will also have this property. Specific instances of each class, such as epilepsy and peptic ulcer, will also inherit the property and typically the property will be “instantiated” with specific clinical symptoms like “seizure” or “heartburn”.

Another type of ontological convention is concerned with assembling descriptions of relationships between concepts, such as "joint pain is a symptom of arthritis", and relationships between specific instances of concepts like "john smith has been diagnosed with arthritis”. In the weakest description systems there are no constraints; anything can enter into any kind of relationship with anything else.  In stronger description systems there will be more constraints on what is semantically meaningful.   

Inference rules play a central role in interpreting clinical data and making decisions and can be seen as a special kind of description. An if…then… logic rule, for example, can be viewed as a relationship between descriptions such that if one set of descriptions representing the premises of the rule is true then so is the conclusion, another description.  If I say “john smith has-reported joint-pain” and “joint pain is a symptom of arthritis” then you can reasonably conclude that there is evidence in support of “john smith may suffer from arthritis”.  We can formalise a rule to make this kind of inference by combining descriptions in rule form, such as:


If Patient has-reported Symptom and


    Symptom is a symptom of Disease


Then Patient may suffer from Disease

There are many symbolic and logical languages with varying degrees of power for capturing knowledge in the form of rules, and associated programming languages and systems. Many different formalisms havfe come to be seen as members of a family of knowledge representation systems called Description Logics (Baader et al, 2003) which are increasingly influencing work on modelling medical reasoning. 

SNOMED CT (Systematized Nomenclature of Medicine - Clinical Terms)

SNOMED CT resulted from a merger between SNOMED-RT (Reference Terminology) (referred to earlier and strong in in specialty medicine) and the England and Wales National Health Service's Clinical Terms (a UK-based terminology for primary care previously known as the Read Codes). SNOMED CT is considered to be the first international terminology.

SNOMED CT  is a systematically organized medical terminology covering most areas of clinical information such as diseases, findings, procedures, microorganisms, pharmaceuticals etc. It allows a consistent way of indexing, storing, retrieving, and aggregating clinical data across specialist medical areas. It also helps in organizing the content of health records, reducing the variability in the way data are captured, encoded and used for clinical practice and research. 

SNOMED CT consists of over a million medical Concepts. For example 22298006 means myocardial infarction (MI). The Concepts are arranged an IS-A hierarchy. For example, Viral pneumonia IS-A Infectious pneumonia IS-A Pneumonia IS-A Lung disease. Concepts may have multiple parents, for example Infectious pneumonia is also an Infectious disease. Upper level concepts include Procedures, Drugs, Findings & disorders, Events, Anatomy, Organisms.
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Concepts can be ontologically Primitive, such as Virus and the Concept graph must be acyclic — a parent cannot be its own child. But SNOMED is based on description logic and also allows concepts to be defined by a predicate. For example Viral pneumonia might be defined as Pneumonia that is caused by a Virus. Concepts often have several Descriptions, and a description may sometimes refer to more than one concept. For example, Immunosuppression might be a Therapy or a Finding. Concepts can have Roles, eg. Viral pneumonia has a role Causative Agent which must be a Virus.

SNOMED CT is compositional: it enables more complex descriptions to be used. For example, there might not be an explicit concept for a burn between the toes, but it could be described as

 284196006|Burn of skin|:

   246112005|Severity|=24484000|severe,

   363698007|Finding Site|=

     (113185004|Structure of skin between fourth and fifth toes|:272741003|Laterality|=7771000|left)

A new international organisation, the Health Terminology Standards Development Organisation (IHTSDO, also known as SNOMED SDO) acquired the ownership of SNOMED Clinical Terms (SNOMED CT) on 26 April 2007 and will be responsible for future maintenance and development. 

Evidence-based medicine  

Evidence‐based medicine (EBM) is one of the most important developments in the clinical use of information over the past 20 years, representing a sea‐change in the way that clinicians are taught to think. EBM addresses the challenge of finding a way to ensure that clinicians base their day‐to‐day decision‐making on current best evidence. All too often clinicians are unaware of the available evidence or fail to apply it. Even those who are aware of the evidence risk making the wrong recommendations if they do not involve patients in the decision making process.

EBM is the conscientious, explicit and judicious use of current best evidence in making decisions about the care of individual patients. The practice of evidence‐based medicine requires the integration of individual clinical expertise with the best available external clinical evidence from systematic research and a patient’s unique values and circumstances.

A major challenge is to ensure that clinicians base their day‐to‐day decision making on current best evidence. All too often clinicians are unaware of the available evidence or fail to apply it. Even those who are aware of the evidence risk making the wrong recommendations if they do not involve patients in the decision making process.

The practice of EBM has five steps:

1. Convert our need for information (about prevention, diagnosis, prognosis, therapy, causation etc.) into an answerable question

2. Track down the best evidence to answer the question

3. Critically appraise the evidence for validity and applicability

4. Integrate the critical appraisal with our clinical expertise and our patient’s unique biology, values and circumstances

5. Evaluate our performance.

EBM is also associated with the development and publication of systematic reviews of the evidence (with respect to a particular question, as in 1) and clinical practice guidelines (CPGs),  whose primary purpose is to support clinical decision-making in a way that is consistent with published and peer-reviewed evidence, in order to: 

· provide a more rational basis for decision-making; 

· reduce inappropriate variation in practice; 

· facilitate clinical audit; 

· promote efficient use of resources;

· provide a focus for continuing education.

CPGs usually take the form of text documents, sometimes augmented with more structured information such as “clinical algorithms” (flow diagrams). They are usually designed to inform clinicians about best practice and encourage changes in their decision-making where necessary. There are, however, significant issues about the effectiveness of CPGs, including doubts about their effectiveness in changing the behaviour of health care professionals. One of the most consistent findings in health services research is the gap between research evidence and routine patient care and the effort that goes into creating the guidelines may not be matched by the level of adherence to them in practice. Fox et al (J Royal Society of Medicine, 2009) review the motivations for developing clinical practice guidelines, their practical limitations and the role of medical informatics in helping healthcare professionals to comply with best evidence-based practice. A copy of this paper is on weblearn.
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